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Introduction
The aim of this document is to report on the state of the eSaude Point Of Care (POC) and
Electronic  Patient  Tracking  System  (EPTS)  applications  in  terms  of  compliance  to  coding
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standards and best practices, frameworks used, performance and usability, and general code
quality. 

This is an extension of the high level report which was compiled in July 2017 for the POC EMR
application.  That  report  included  a high-level  review of  the  state  of  the  documentation  and
compliance to Mozambique’s current regulations related to Individual-based systems. The US
Department  HHS-EPLC  framework  was  used  to  check  for  any  existing  gaps  in  the
documentation. That report can be found here. Further details and a more in-depth analysis of
the quality of documentation found for these projects will be covered in a separate Business
Analysis report.

Purpose
This  document  is  a  report  on  the  result  of  analysis  done  on POC and  EPTS and  related
software  in  terms  of  the  development  frameworks  used,  development  standards,  and  best
practices followed. The findings will  contribute towards a recommendation to either continue
with the current applications or to consider alternatives.

Limitations
- The findings detailed in this report  have been drawn from initial  discussions with the

UCSF team, clinical partners and an internal investigation of the code base.
- The analysis does not cover user requirements alignment and capacity to respond to the

Mozambique needs and context.
- This report is not a gap analysis of the feature set implemented in POC.
- Due to the breadth of scope of this review, solutions to the problems identified were only

investigated at a high level of detail.

Background
The eSaude community uses a number of tools in addition to EPTS and POC, but they form the
core of the clinic systems used by the partners to collect clinical data. The remaining tools are
used for specialized tasks such as pharmacy and laboratory management and are not the focus
of this report. Below is a list of tools and known challenges. 
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Application Description Challenges Responsible

EPTS EMR system implemented by 
clinical partners, originally built 
with MS Access, then migrated
to the OpenMRS platform.

 Partners use different 
versions of OpenMRS

 Reports/Queries
 Partners using different 

system architectures

UCSF

POC AngularJS EMR aimed at 
replacing EPTS to be used at 
point of care.

 Platform concerns system 
designed for server hosted 
in the facility instead of data
being stored centrally at 
MOH

 Incomplete and missing 
requirements

 Lack of input from 
stakeholders 

UCSF

EPTS Data 
Transfer 
(MozART)

Data extracted from Open 
MRS EPTS for transmission to 
MOH/INS for data analysis. 

 MS Access system was 
retired but data from Open 
MRS is converted to the old
ACCESS format for 
processing.

 The current tool to create 
an extraction from Open 
MRS for transmission to 
MOH is not user friendly 
and not documented 

UCSF 

EPTS
The EPTS platform was originally built as an MS Access application to be used to collect patient
HIV data at individual clinics. As the requirements for data at these clinics evolved, the decision
was made to move away from the MS Access application to replace it  with a system better
suited for capturing health data; which lead to the adoption of OpenMRS. FGH has been one of
the major role players in introducing OpenMRS and championed the work to migrate the MS
Access  applications  to  OpenMRS.  UCSF  developed  a  tool  for  mapping  data  from the  MS
Access data model into OpenMRS’ data model and to support the new OpenMRS platforms
being implemented by the clinical partners. Currently all clinical partners have migrated their
access based EPTS databases to OpenMRS. 

EPTS is being used to retrospectively capture patient data, while care providers continue using
paper based systems to register and track patients that come through the clinics.  The data
captured on these paper forms is then captured by a data clerk on EPTS, for PEPFAR reporting
purposes,  comparison  to  GOM  National  (SISMA  numbers),  and  for  clinical  management.
Currently the focus is on capturing HIV patients only, but there is a vision to expand this to all
clinical services in the future.
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Different architecture models have been used by
the  partners  to  distribute  and  manage  their
EPTS implementations, with some of the clinical
partners using a centralized model1 to help with
reducing patient record duplicates; where each
clinic  connects  to  a  district  or  provincial  level
server  instead  of  each  facility  managing  their
own set of patient ids. The remaining partners
have implemented OpenMRS per health clinic;
which presents the problem of merging data up
and managing duplicates at higher levels. 

The  versions  of  OpenMRS  implemented  by
partners  differ,  with  some  still  using  older
versions (v1.9.2) and others having managed to upgrade their servers to v1.11.5 or 1.11.6. This
has been a source of  issues when exporting  data to PEPFAR or  MOH for  reporting  since
problems are introduced because there are data model differences between the old and the
new versions  of  OpenMRS - making it  difficult  to  merge all  the partner’s  data to report  on
combined results. Instead all partners were encouraged to upgrade to OpenMRS v1.11.5.

The current approach for distributing form and report changes to clinical partners is for a central
team, formerly UCSF, to build raw SQL queries for each version of OpenMRS and distribute
these changes for the technical staff of each partner to execute on their databases. UCSF built
a mechanism to distribute these changes via an OpenMRS module, however there has been no
adoption of this module amongst the partners and version control has been a problem with
clinical partners having different versions of the same SQL queries impacting data quality.

The  eSaude  docker  platform was  built  to  provide  a  packaged  solution  for  EPTS  and  the
OpenMRS dependencies such as Tomcat, Java and MySQL; and to provide a mechanism to
improve rolling out these updates and easily setting up new environments. The clinical partners
have been encouraged to upgrade to this new platform to make use of the standard reports and
to be positioned for easier and more reliable deployments of future updates. Installer scripts
were written to automate the process of installing the platform and to help partners use the
platform who are not familiar with docker. However, partners were resistant toward using docker
as they could not access to their data and were no longer able to perform analysis. 

Reporting
Each quarter PEPFAR requires the partners to submit results for a predefined set of PEPFAR
indicators using the same set of report definitions. There have been challenges managing these
report definitions because of the different versions of OpenMRS, which has been compounded
due to the report queries not always producing the same results.

The current solution for building and distributing any report changes, is for the UCSF team to
build separate report queries for each version of OpenMRS in raw SQL, and to distribute to

1  Centralized Model implemented by some partners - “EJB Tutorial, Service Models for 
Distributed Systems” retrieved 13-Aug-18 from
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each partner to test. But this approach makes version control and deployment of these report
changes difficult and unreliable. During testing of these report changes, there is no evidence of
there being a reliable dataset which can be used to validate the report results which in the past
has resulted in incorrect report queries being distributed to the partners.

In addition to the generation of monthly, quarterly and annual reports, clinical partners transmit
data to MOH for research and analysis in an effort to monitor geographic and national trends
and to assist  with  program and policy  decision making.   The data is  transmitted to a data
warehouse known as MozART.
MozART is currently hosted by INS (Mozambique National Institute of Health) but is managed
by CDC technicians. 

MozART was built when the original EPTS systems were still based in MS Access. So when the
clinical partners moved over to OpenMRS, an ETL process had to be implemented to assist
CDC and the partners to translate the OpenMRS data model  back into the old MS Access
format  to  be imported into  MozART.  SQL stored procedures  are  being  used in  these ETL
operations, which have proven to be slow with some examples of implementers needing up to 5
days to translate all their databases. Work was started by UCSF to improve these scripts by
using the Pentaho Data Integration tool (PDI) to provide a more performant ETL solution. The
Pentaho  tool  has  not  yet  been approved  and  released  by  CDC,  because  it  failed  to  meet
requirements such as being a user friendly tool that should be included in the administration
module of EPTS and require the push of a button and the fact that validation reports were not
generated and there was no acknowledgment process in place,  but  initial  results point  to a
significant performance improvement. 

POC
The eSaude Point of Care (POC) EMR was built for the Ministry of Health with the aim to ensure
real time provision of health care. When the project started, it was decided to fork the Bahmni
code base to leverage the AngularJS framework. As the POC project progressed, the code
base drifted away from Bahmni to the point where they could no longer merge in the latest
Bahmni changes. Eventually all the Bahmni dependencies where stripped out and POC became
a  fully  independent  code  base  and  no-longer  benefits  from  work  done  by  the  Bahmni
community.

The architectural design of POC is based off an older version of the Bahmni design stripped
down to its folder structure only. Modules for registration, lab orders, pharmacy orders were re-
implemented. POC also leverages the OpenMRS platform and its modular design to expose the
OpenMRS data model via a REST API to the Angular frontend. POC depends on the eSaude
Docker  platform  produced  for  EPTS  to  provide  a  packaged  platform  with  the  OpenMRS
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modules required for the laboratory, pharmacy, clinical and registration components. A full list of
all OpenMRS module dependencies for POC can be found on GitHub. 

There does not seem to be substantive evidence that the requirements for POC and the system
itself were formally approved by the Ministry of Health. So as we delve deeper into analysis of
the POC system in this  report,  we will  not  be considering alignment  with requirements and
whether or not the features provided are sufficient for the intended use cases.

Discussion
This section is a brief assessment of the quality of the tools used by the eSaude team on the
POC project. A number of tools were used to assess the capabilities and limitations of POC in
terms of  performance,  security  audit  and code quality  in  comparison to industry  standards.
There  will  be  some overlap  in  this  report  with  POC and  EPTS,  since  the eSaude  Docker
Platform represents a configuration of EPTS using docker and is POC’s business layer.

Architectural Design
The influence of Bahmni on the structure of the POC project is clear to see. POC is laid out into
independent components, each an Angular module with dependencies on any required common
functions  or  modules.  Common  functions  and  services  are  grouped  together  under  the
common/ folder - services are used to interact with the OpenMRS REST API. Additionally, POC
has been well structured to be tested and a test harness is included with the project. In principle
this approach enables the application to scale well, encourages code reuse and provides a clear
separation between views and business logic. 

Figure 1: POC project structure
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POC is served by an Apache web server alongside OpenMRS, which is served by a Tomcat
server. POC communicates with OpenMRS via a REST API to persist data to OpenMRS. The
diagram in Figure 2 depicts the overall structural design of POC and its dependencies. Users
are able to connect to the application via a web browser on either their desktop or tablet. Using
the web browser allows the user to leverage the touch interface of the browser on the tablet to
interact with POC.

There is good separation between the frontend views, presentation logic, the business logic and
business entities. Meaning that the OpenMRS data and API are independent of the frontend
framework/solution,  which allows the team to swap the frontend with any other  solution  as
needed without changing the core structure of the data. This is good design.

Figure 2: POC Architecture:
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Here are a number of general observations on the structure and design of the POC EMR:

The good:
 Originally forked from Bahmni which was good.
 Evidence of dividing the application into components.
 The folder structure of POC makes it easy to navigate around the code. 
 Evidence of dependency injection being used.
 The HTML is neat & uses bootstrap well.

Needs improvement:

● Needs to support changes to forms and reports by implementers not developers.
● Controllers contain too much logic - should be moved to the services.
● The  routing  is  unintuitive.  For  example,  to  know  that  “dashboard.chart”  routes  to

patient_chart.html requires a look at the configured routing in app.js. It would be better to
make the mapping match the page name.

 There is an overuse of rootscope to store patient state - introduces complexity.
 Minor  concern:  the  module  domain  naming  conventions  should  be  consistent.  For

example,  the  ClientServices’ module  is  named  ‘poc.common.clinicalservices’,  the
appFramework module  is  named  ‘bahmni.common.appframework’,  and  the  move-
patient module is named ‘movepatient’. 

Extendability
The POC architecture is  not  easily  extendable  since adding additional  functionality  requires
development  effort  to  upgrade.  In  the  scenario  of  wanting  to  extend POC for  programs in
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addition  to HIV,  the structure doesn’t  seem to support  it  without  major code changes.  This
presents risk to the project  since additional  work should only  be needed when adding new
features instead of adding different data entry forms. Since there will be frequent changes to the
forms and reports due to requirements coming in from the Ministry of Health and PEPFAR, this
becomes a problem if the development team needs to redevelop forms each time requirements
change. Which is currently one of the contributing factors for the crisis being experienced with
EPTS.

Maintenance
The maintainability of POC is a major source of concern since POC is no longer benefiting from
work done on Bahmni by the Bahmni Coalition. Till now Bahmni has released approximately 6
new versions with fixes and new features which POC misses out on. In order to continue to
maintain and upgrade POC significant effort will be needed, such as upgrading dependencies
and implement bug fixes. These activities will need to be included in time estimates and places
the responsibility of maintaining the system on a local development team. 

Code Reuse
POC provides a custom implementation for tools where there are existing solutions such as
rebuilding pharmacy and inventory modules instead of using OpenERP or Odoo which provides
pharmacy, billing,  inventory and warehouse management with complete purchase and sales
workflows  which  are  stable  and  well  tested  and  have  been  implemented  worldwide.  By
continuing with the modules custom built for POC, future bug fixes, security upgrades, quality
testing and features will need to be developed which has cost and time implications.

Summary
The structure of POC shows evidence of being influenced by older versions of Bahmni, however
their serious concerns around the flexibility and maintainability of the system which puts the
development  of  POC at  risk.  The  state  of  the  architecture  of  POC reduces  the long  term
sustainability of the project since it is disconnected from the global community. POC has rebuilt
modules for laboratories and pharmacies instead of using existing software such as OpenERP/
Odoo which has been tested and deployed in production systems across the world. POC needs
to be more flexible to allow implementers to make changes to forms and reports, which is a
regular requirement from the Ministry of Health or PEPFAR.

Code Quality
This section briefly discusses some aspects relating to the actual quality of the code from a
cursory analysis of the code repository. SonarQube was used to analyze the code quality of the
POC AngularJS application  as well  as the custom OpenMRS modules  developed for  POC.
SonarQube is  an automated tool  which measures known vulnerabilities,  potential  bugs and
technical debt caused by poor quality code.

Here are some general observations:
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 Code linting is used however not enforced - there are unresolved linting errors. Should
be turned off if not intended to be used.

 There is evidence of pull requests and code reviews.
 There are vulnerabilities in some of the dependencies used which need to be addressed.
 Minor issue: there are sections of commented code which should be removed - since it

clutters the project.

The results are broken down into a number of metrics as follows:

Metric Description

Bugs Represents bugs in the code - either already broken or will break in the near future

Vulnerabilities Known security vulnerabilities in code base or dependencies

Code Smells Represents maintainability issues because of poor state of the code which increases 
potential of introducing new errors and increases time required to implement changes, 
contributing to technical debt

Coverage Represents how much of the code is covered by tests

Duplications Duplicated blocks of code

SonarQube code analysis results:
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Some observations from the SonarQube Analysis:
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 There is at least one minor vulnerability in the code itself.
 Test coverage for POC is suitable however the OpenMRS modules need more tests.
 A number critical or major bugs need to be resolved.
 There are a few weeks of technical debt that needs to be resolved.
 Code duplication is not a major issue.

To summarize, the code quality of POC needs major refactoring to ensure a sufficient level of
predictability and reliability of the code base so that the team can accurately estimate effort for
current and future tasks and be confident that the application will [almost] always function as
expected. 

Dependency Management
Here are some general comments after analyzing the POC dependencies:

 A number of vulnerabilities were identified, ranging from low to critical importance; which
need to be resolved. 

 A  number  of  the  dependencies  are  outdated.  Note,  this  does  not  mean  these
dependencies are causing any immediate issues, however they present vulnerabilities
due to missing security and bug fixes.

NPM outdated dependencies Bower outdated dependencies

The POC EMR uses  npm and bower  as  package  managers  to  manage its  dependencies.
Although bower is still actively maintained, it has been deprecated in favor of npm and yarn, and
it is recommended to move away from bower.
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Upgrading these dependencies will require time to update the code base since some of these
dependencies have major version updates.  Meaning that there are breaking changes which
usually require changes to parts of the code that depend on the affected dependencies. In the
worst cases the affected functions need to be rewritten. To understand the context of a major
version update we refer the reader to this article on Semantic Versioning. 

Security
The aim of this step is to test POC security to see it’s vulnerabilities using as reference the
OWASP Top 10 2017 list, but OWASP Top 10 2013  list to cover some different aspects among
them that may still persist on POC. It is important to mention that the tests are focused on POC
itself as a web application.

OWASP Zap and W3af tools were used to run automated tests for security analysis, and the
results found were categorized according to the reference list in use, as follows. It is important
to mention that there are manual tests that can also be performed for a more in depth analysis
of the system and to validate the automated the results.

The results are broken down into:
 Yes - vulnerabilities were found
 No - no vulnerabilities were found

Vulnerability Status Observations

Injection No No injection vulnerabilities detected.

Broken Authentication Yes POC should  only  accept  strong  passwords  that  are  not
easily  imaginable,  validated  not  only  syntactically  but
logically too. The lack of this proper configuration can lead
to accounts theft, which would be very critical if an attacker
obtained an administrator account.

 Does  enforce  a  password  with  at  least  6
characters, within upper and lowercase characters.
But  doesn’t  make  a  logical  validation  to  check
password  strength,  what  allows  weak  and  well
known passwords like the default Admin123.

 Doesn’t limit failed login attempts, what allows an 
attacker to perform manual or infinite bruteforce 
attempts. 

Sensitive Data exposure Yes The  eSaude  docker  platform  contains  an  insecure  web
server  which  doesn’t  use  encryption  through  a  security
protocol like SSL or TLS. There is no extra information or
instruction to  configure another  secure server  in  front  of
these using a secure protocol. 

There should be a configuration with TLS to encrypt  the
communication  between  POC  and  browser  to  avoid
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sensitive data interception.

Broken Access control Yes Control of role privileges should be improved.

 Access  restriction only  occurs  via  menus on the
system. A user is able to access other unprivileged
pages through the URL

 When a user with low privileges (user1) logs into
the POC and at the same time a superuser (admin)
logs into OMRS, user1 automatically has the same
privileges as admin on POC.

Security Misconfiguration Yes POC has vulnerabilities introduced by some configurations
like  POC  and  OpenMRS  default  users,  Tomcat  and
database default settings.

 Default POC and OpenMRS users have weak and 
known passwords, and are not forced to change in 
first login.

 Web server directory listing is active
 Debugging errors are printed in browser console
 In MySQL, the test database is not removed, which

can by default be accessed by all users, even 
anonymous users.

 Database user esaude has not a password. This is
used to connect OpenMRS and MySQL.

This vulnerabilities can allow an attacker to gather sensitive
information about how POC is structured and works, and
get control of the system and database.

Cross Site Scripting (XSS) No No XSS vulnerabilities were found.

Components with known 
vulnerabilities

Yes There are many outdated components, especially in POC
dependencies. There are updates for many of them, which
include  security  enhancements  and  the  elimination  of
certain known vulnerabilities.

Outdated components have known vulnerabilities that can
be  easy  to  exploited,  what  opens  a  range  of  possible
attacks.

Insufficient logging & 
monitoring

Yes By  default,  the  docker  platforms  of  POC  already  have
logging mechanisms that log:

 Login failed attempts, but the successful.
 High  value  operations  like  patient  registration,

vitals capture, etc.
 Doesn’t  log automated  pentest  scans and  attack

attempts, nor trigger alerts.

The implemented logs mechanism is good. It is important
though to consider logging actions coming from tools like
security scanners. 
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The vulnerabilities above were found using Zap and are based on the 2017 top list, but there
are some vulnerabilities found that are part of the 2013 list using both Zap and w3af, such as
Regular Expression Denial of Service (ReDos)  and  Cross Site Request Forgery (CSRF),
which is prevalent in almost all forms: patient registration, prescription, Lab forms and even the
password recovery. This is due to a lack of anti CSRF Token implementation.  

The CSRF exploit can allow an attacker to force a trusted and logged in user to do things in
POC, such as registering a fake patient to enroll into a program and even prescribe medicine
without the trusted user knowing, by a user innocently clicking in a link. Additionally,  ReDos
exploitation can result in the system becoming very slow and leading to a Denial of Service due
to malicious input in the age field from the patient registration form.

Summary of observations
In general, the positives regarding POC security are:

 No injection and XSS vulnerabilities found - what is positive since this two are the most
prevalent and critical flaws in web applications.

 There is a fair policy to define user passwords obligating the use of diverse characters,
which leverages the default OpenMRS password policies.

The bad points:
 Privilege control  is  flawed,  which allows less privileged users to access parts of  the

system they shouldn’t. 
 POC is not configured to work over HTTPS using SSL or TLS, that can allow attackers

to access sensitive and confidential information through attacks like man-in-the-middle.
 There are many security vulnerabilities that are originated by bad configurations in web

server, application and database that are set to default insecure values. 
 For POC and OpenMRS, the default account password should be changed on first log-in

by  the  administrator,  though,  would  be  more  effective  if  the  system  obligates
automatically. 

 When an administrator creates a new POC user in OpenMRS and checks the option to
obligate password change on first login, POC doesn’t obligate this and doesn’t have an
option to update password.

 The use of outdated components opens a range of vulnerabilities that can affect the
system in different levels when exploited.

 There is no way of knowing when a vulnerability scan or attack is being performed timely
because these actions are not logged.

In  summary,  POC  has  some  serious  security  vulnerabilities  which  urgently  need  to  be
addressed before deploying POC in a production setting. In particular session management and
access control is broken and needs major rework.

Scalability
This  section  briefly  discusses the ability  of  POC to scale.  A few of  the partners support  a
centralized model where there is a central parent server representing the district or province
with child servers representing the clinics; where data gets synchronized between the parent
and child servers. Currently EPTS is deployed in around 653 clinics, excluding the district and
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provincial  servers,  and  there  is  a  vision  to  replace  EPTS  with  POC  nationally  across
Mozambique. 

POC is a javascript/html frontend that utilizes the OpenMRS REST API resources to persist
data into the OpenMRS data model. Therefore, the limiting factor regarding how far POC can
scale outwards is OpenMRS. Currently OpenMRS is not horizontally scalable,  meaning that
work will need to be done on the OpenMRS core to ensure that POC can be used effectively as
a central server hosted at national headquarters. The primary concerns are handling concurrent
connections from each province and effectively managing the national database which itself will
need to be scaled horizontally. The current strategy is to scale vertically using a parent-child
topology commonly used by some of  the partners.The two options  for  this  is  to  either  use
database  replication  or  use  of  the  two  OpenMRS  modules  available  which  can  link  and
synchronize the data between two OpenMRS servers.

Module Description OpenMRS Version 
Supported 

Sync Synchronizes multiple servers in a parent-child 
relationship. 

Comments:
 Does not support OpenMRS v2.x
 No longer maintained
 Highly coupled with the database
 Unreliable merging functionality
 Unsecure error handling and transaction retry 

mechanisms
 Hard to extend
 Does not support syncing with other systems such 

as a centralized Patient index

v1.x

Sync2 Aimed at addressing shortcomings in original Sync 
module, using FHIR to enable interoperability with external 
systems, and supports OpenMRS v2.x. 

Comments:
 Currently in development 
 Only patient records are synchronized as FHIR 

resources at the moment
 Encounters and observations are on the roadmap. 
 Team from SolDevelo are driving the work on this 

module

v2.x

The latest  stable  release  of  the  eSaude Platform (which provides  the REST API  for  POC)
depends  on  OpenMRS v1.11.5,  which  is  compatible  with  the  Sync  module  -  however  this
module has not been implemented in the eSaude docker platform yet. 

In summary, the major concern in Scalability and Interoperability is that the Sync module is no
longer  supported and still  has  some major  drawbacks.  So while  POC can scale  outwards,
additional  configuration  is  needed to enable  this  and there are risks of  reliability/availability
across the systems. If there are unique requirements such as communicating with an external
service, then additional development is required in order to adopt Sync2. 
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Performance
The POC application suffers from slow page load times, even when performing simple tasks on
a  new installation  with  very  few  patient  records.  In  order  to  quantitatively  measure  POC’s
performance, the Chrome  Lighthouse Auditing tool was used to audit the performance of the
website. Lighthouse is an open source tool developed by the Google Chrome team for collecting
performance metrics and provides insights on developer best practices. 

Metric Description Relevant to POC?

Performance Website performance Yes

Progressive 
Web App

These checks validate the aspects of a Progressive 
Web App, as specified by the baseline PWA 
Checklist.

No, maybe in the 
future

Best Practices Developer best practices Yes

Accessibility These checks highlight opportunities to improve the 
accessibility of your web app. Only a subset of 
accessibility issues can be automatically detected so 
manual testing is also encouraged.

Maybe, depending 
on requirements 
from the Ministry of 
Health

SEO These checks ensure that your page is optimized for 
search engine results ranking. There are additional 
factors Lighthouse does not check that may affect 
your search ranking. Learn more.

No

The performance of the POC website was tested under a number of conditions. To provide a
benchmark to compare against  only the first  patient  registration view was tested. POC was
tested with no throttling vs fast 3G throttling, and on mobile vs desktop, and POC was tested
running locally and on a remote server (the official eSaude test server was used). The aim is to
assess conditions which POC will perform at its best, as well as to identify any limitations which
could require additional development work should POC need to support certain conditions. 

The table below contains the average results observed when running POC locally, with just the
summarized results displayed:

Test Results

Desktop, no 
throttling
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Mobile, no 
throttling

Desktop, 3G 
throttling

Mobile, 3G 
throttling

The table below contains the average results observed when running POC on a  remote test
server, with just the summarized results displayed:

Test Results

Desktop, no 
throttling

Mobile, no 
throttling

Desktop, 3G 
throttling

Mobile, 3G 
throttling
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Some general comments about the Lighthouse results:

 On average page load times are slow, which need to be improved for effective Point Of 
Care use. 

 When running POC locally, time till meaningful interaction is around 2.5 seconds 
which escalates to 22 seconds on 3G network speeds.

 When testing POC on the official test server, time till meaningful interaction is 
around 3.4 seconds which escalates to almost 13 seconds on 3G network 
speeds.

 Multiple session requests for component authority is reducing the performance to great 
extent.

 On poor network speeds, the user experience of POC degrades to the point that it is not 
well suited to a centralized architecture model relying on GSM network speeds.

 If required to support Accessibility features, POC will need to be further optimized.
 There are a number of recommended best practice improvements, mainly regarding a 

number of insecure requests and vulnerable dependencies.

To summarise, POC needs to be refactored to optimize page load times for Point of Care use.
Performance degrades quickly over poor networks and on mobile devices. Because POC uses
multiple session requests for component authority, which means that each component on the
view  is  sending  requests  to  the  API  on  a  single  page  load,  which  will  result  in  server
performance degradation when multiple users attempt to use the system at  the same time.
Additionally there a number of developer best practice features which need to be implemented
or  improved  to  ensure  that  known vulnerabilities  are  resolved.  Accessibility  was  measured
however since it is unknown whether this is a required feature, we have not commented on how
POC can be improved in this area.

Usability
This section will discuss the topic of usability and interface design using Jakob Nielsen's general
principles for interactive design as a heuristic evaluation tool. Nielsen’s  design principles are
industry  recognized  and  provide  a  helpful  way  to  assess  the  overall  usability of  the  POC
interface. The usability level of an interface can impact user satisfaction and effectiveness while
using the interface, where good usability improves productivity and effectiveness of users on the
system. A heuristic evaluation might differ from the results identified in a usability test, but it
requires less time and can provide a good starting point. 

Here are a number of examples of usability issues identified while testing POC. It is not meant 
to be a complete list, but it has been included as a reference:

 When using POC for the first time, the system presents itself in English and does not
allow the user to change it Portuguese. After a certain time or number of logins, the
system will automatically present itself in Portuguese, with no noticeable user input. This
presents confusion because of languages constantly changing.
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 POC makes good use of breadcrumbs to create visibility for the user. This improves
recognition  for  the  user  by  minimizing  user’s  memory  load,  since  they  are  always
informed where they are in the system:

Users can see where they are in the process of adding relatives to the patient record:

 However, these breadcrumbs do not always work across the system. For example: when
registering data for a new patient or editing an existing patient, the user must visit the
“Cadastro” Module. There is a set of tabs where the user may fill with information, each
tab corresponding a set of information that may be regarding the Identification Numbers,
Name, HIV Testing results and other. Each tab is properly identified by having a title in
the heading with the corresponding name of tab. But there is also above the heading of
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the tabs, a horizontal list with all the tabs in ascending order, that do not show to the
user in which tab he is at moment. He may be in tab 1 or 4, and this list do not highlight
which tab is currently being used.

 Patient search results returned may be selected by the end user, as in the example
image below. The issue in this scenario is that there is no feedback to the user indicating
that a row may be touched/selected, yet it may be selected. In the case of desktop use,
the cursor should change.  When using a tablet  there should  at  the minimum be an
instruction to the user that the results are selectable. 

 The application  often uses a spinning icon GIF with the entire screen greyed out  to
indicate that it is busy loading/searching for results. The main problem with this is that it
greys  out  the  entire  screen  when  this  is  not  the  expected  pattern  for  this  type  of
interaction. Also, if  the network connection is slow, the problem is compounded, and
POC appears unresponsive. An example of the user searching for a patient is shown
below: 
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 Sometimes POC automatically  and unexpectedly  refresh the page while  the  user  is
entering data in a form. The worst scenario is when the system deletes the user session
forcing the user to login again, which happens often.

 When visualizing patient data, the POC website does not show in a consistent manner
which  visual  elements  are  static  or  labels  and  which  are  data  previously  collected
through forms. The static data or labels are mostly shown using the same type and size
of fonts. In the same page, it  is possible to see that some data regarding dates are
shown in a non-consistent manner. In bellow example all  the data for the Vitals and
Pharmacy are labeled with a grey background but the information about the patient visits
history are displayed in plain text

 The modules displayed on the dashboard menu are not consistently shown. Sometimes
the system throws an error saying that the current user does not have access to any of
the modules. In this situation the solution is to refresh and or clean the browser cache
until  the menu is  shown.  This  indicates that  there are bugs which interfere with  the
normal display of the menu options.
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 Sometimes when entering data from a patient, after submitting the forms it gives an error
even though the data still gets saved. The displayed error messages says: “The system
encountered  an  error.  Please  contact  the  administrator”.  The  picture  below  is  an
example of this error, as it was found when trying to access “Consultas” tab under Clinic
menu. POC should provide more helpful error messages to help the user identify what
went wrong. And if there was a serious error then the patient data should not have been
saved.

.
 In  the  Pharmacy  Module,  when  creating  a  prescription,  the  system  returns  an  non

comprehensive error message to the user. This error message does not provide any
useful information to the user and looks like an exception thrown by the database; which
means that there is a bug with how errors and exceptions are handled in the code.

 

 
 When selecting a module from the menu, the whole screen goes grey. This is a blocking

action which does not present enough visibility into the status of the system for the user.
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User’s  are  unable  to  do  anything  until  the  blocker  is  removed  which  makes  for  a
frustrating experience and decreases efficiency.

 From the  documentation,  POC has  as  a  minimum requirement  for  a  800x600  pixel
display resolution, and recommends the use of 1366x600 pixels. When working under
minimum requirements, most visual elements in the POC website get misplaced or are
drawn out of the specified location on the canvas. This behavior improves when using
the recommended display resolution, but still at some screens, some visual elements get
misplaced in the canvas. Check below picture at 1366x600 pixels. 

 

The elements that are mostly affected are action buttons. This can be reproduced by entering
data  in  any  form  that  requires  adding  item  from  a  list  and/or  has  a  button  to  save.  The
screenshot above was taken from the Laboratory module. In a quick analysis, this behavior can
be explained by saying that the POC actions buttons were not made responsive. They do not
properly adjust to new display resolution. What seems to happens is that the size of the action
button is greatly defined by the size and number of characters of the text inside it.

Summary of observations
POC  needs  significant  development  work  to  improve  the  overall  level  of  usability  of  the
interface, so that the user can go through most of the system without facing the problems listed
here.  Some of the issues identified are minor and can be resolved with minimal effort, while
other issues point to deeper problems which are harder to find and resolve. While it is known
that POC used/borrowed some Bahmni concepts, unfortunately POC failed to implement those
concepts. Particularly for the UI, Bahmni uses Hologram for live style guides.

In general, currently it is possible to make use of POC, but with a degree of effort and patience
from the user. Many of the issues identified will decrease the efficiency of users on the system
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and result in frustration and confusion when performing common tasks. This is a concern since
POC is required to be used at point-of-care in clinics where system delays and confusions will
hinder care providers in their day-to-day activities.

Also note the user interface and workflow where not designed with end user involvement and in
general active stakeholder engagement. This highlights a major risk that this platforms UI and
workflow setup may require fundamental changes once these requirements are elicited and
agreed too.

Testing
This section will discuss the topic of testing in the POC application. It has been broken up into
two sections,  developer  testing,  which is  usually  automated,  and manual  testing  for  quality
assurance purposes. 

Developer Testing (Unit and Integration Testing)
The POC project has a test suite of 506 unit tests and around 19 integration tests. There is
evidence that developers were required to implement unit tests for every change implemented,
which shows that the team knew the importance of writing tests to improve the quality of their
code.

In general,  best  practices were followed in terms of  setting up a test  harness for  the POC
angularjs codebase. The recommended AngularJS testing frameworks were used, with Jasmine
and Karma for the unit  tests;  and Codeceptjs  and Protractor for the integration tests. Minor
concern  is  that  the  testing  frameworks  such  as  the  Jasmine  framework  have  outstanding
updates. Side note: breaking changes were introduced with the latest version of Jasmine2 which
will mean some of the tests will need to be updated to accommodate breaking changes.

Code  coverage for POC is at 71%, which is good however due to the number of bugs and
issues identified across the system, the quality of these tests are not confirmed. With such good
test coverage one would expect fewer bugs. There are also not enough tests for the eSaude
OpenMRS modules which the POC AngularJS application depends on. Some of the modules
have no tests which needs major work. As per OpenMRS Standard Java conventions, unit tests
must accompany every contribution  since it  is  imperative for  improving and validating  code
quality. 

Manual Testing (Quality Assurance)
While there is evidence of manual testing forming a part of the POC life cycle, due to the high
number of usability issues and unexplained errors, it shows that the Quality Assurance process
urgently needs to be improved. Due to a lack of properly defined requirements and regular
engagement with end users, there was no way for POC to reliably conform to the end user’s
expectations.

2  Look for the jasmine-core package in the NPM dependency list in the dependencies 
section
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Overall  the  tests  on  POC need  significant  improvement  to  ensure  a  sufficient  quality  and
reliability of the code base. Using old versions of testing frameworks is not necessarily a major
concern, since they are not public facing; however, it presents a risk of potential technical debt
should we be required to upgrade. Not a major concern, but additional effort nonetheless.

Documentation
One  of  the  prerequisites  for  good  documentation  is  good  requirements  gathering  which
encourages participation from all  stakeholders, in particular  the Ministry of Health. However,
there is no evidence of the Ministry of Health officially approving the final requirements and the
POC project itself, which presents a problem when looking for reliable documentation. 

There is evidence of Technical and User documentation for the POC project, and POC has a
clear and helpful README and the code is clearly structured and easy to navigate which is
good. There are comments in the code describing the purpose of modules and key sections of
code.  There  are  clear  instructions  for  developers  on  how  to  setup  a  local  development
environment, which is helpful.

Any set of documentation can be improved, and POC is no exception. But the primary issue is
the lack  of  effective  participation  of  all  stakeholders  to  ensure  the  project  meets  end user
expectations. The requirements will  need to be reassessed and approved by the Ministry of
Health so that the progress of POC can be measured against an accurate set of goals.

Audit Logging
POC is a javascript/html frontend that utilizes the OpenMRS REST API resources. So the task
of  tracking  user  logins  and  data  CRUD  operations  is  the  responsibility  of  the  OpenMRS
platform. There is evidence that OpenMRS tracks the last user account to create, modify or void
a record however there is no user interface which allows an admin to review the past day’s
activities or track a history of changes. By default, the EPTS administration console displays a
list of currently logged in users but it does not track the history of which users logged in for the
past month and what resources they have access or modified.

POC should provide an audit  log in compliance with government regulation regarding health
data, which require that organizations continually monitor access to personal health records.
This is important to ensure that the patient and their data remain safe. For further information
refer to Mozambique’s current regulations related to Individual based systems (SEPS). An audit
log should track what data a user account views, creates, and modifies so that there is a record
which can be reviewed in the event of a data breach or suspicious activity on the system.

OpenMRS Modules
Here is a quick discussion on the OpenMRS modules which form the business layer for the
POC  system.  POC  leverages  OpenMRS  to  persist  data  in  MySQL,  using  the  REST  API
provided by a set of community and custom eSaude OpenMRS modules. Figure 3 depicts how
the eSaude OpenMRS modules,  combined with OpenMRS core allow POC to leverage the
OpenMRS framework and data model to manage the entities representing patient data. The
community modules are not maintained by UCSF so they will not be discussed in this report. A
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full  list  of  all  OpenMRS module  dependencies  for  POC can  be  found  on  GitHub,  and  are
packaged together in the eSaude docker platform.

Figure 3: POC Architecture with OpenMRS

3

This table provides a short  description of  each of  the custom OpenMRS modules built  and
maintained by UCSF for POC and EPTS:

Module Description Used by EPTS Used by POC

Metadata Contains set of indicators, concept 
dictionary, codes and form fields for both 
EPTS and POC.

Yes Yes

Reporting Uses OpenMRS reporting API to hardcode 
report definitions for standard set of reports.
Report definitions can only be changed by 
updating the module. Currently only 
supports OpenMRS 1.11.5.

Yes Yes

Reporting MDS Community module used for sharing 
reporting metadata across servers. 
Replaced by eSaude Reporting module and
no longer in use.

No No

3  POC platform with OpenMRS modules
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POC Exposes REST resources needed by POC 
for registration, vitals, clinical and laboratory
services.

No Yes

Gaac Manages groups of HIV patients living in 
close proximity who want to receive 
medication together.

Yes No

Inventory Manages available stock for medicines 
used by the pharmacy.

No Yes

Pharmacy Manages prescriptions and drug 
dispensation to patients. Depends on 
Inventory module for dispensation and 
stock management.

No Yes

Patientflag_rest Developed to expose Patientflag community
module functions via REST endpoints.

No Yes

The POC module is used to expose custom REST resources for the AngularJS frontend. This
module  was  developed  to  replace  the  REST API  previously  provided  by  the  Bahmni  core
module. It provides the REST resources required for registration, clinical observations (such as
vitals), and the laboratory test orders and results. 

The  patientflag_rest  module  was  originally  developed  to  expose  the  functionality  from  the
Patientflags community module. However, the community has since been upgraded to expose
its  functions  via  REST  endpoints  and  to  incorporate  the  work  originally  done  in  the
patientflags_rest module, meaning that this module can now be switch out for the community
module.

Further details on code quality and test coverage for these modules can be found in the code
quality section discussed earlier in this report. The code quality analysis indicates there are a
small number of bugs and vulnerabilities which need to be resolved; while technical debt is not
too high, over time it should be reduced. The primary concern across all the modules is that the
test coverage needs to be significantly improved. 

Metadata
Currently  each  quarter  clinical  partners  are  required  to  provide  results  based  on  a  set  of
indicators defined by PEPFAR; which are frequently updated. Once the PEPFAR indicators are
defined, the UCSF team builds the reports via the OpenMRS legacy user interface, by designing
the reports as SQL queries and distributing these queries along with the relevant metadata, for
the partners to execute and execute these scripts on their own systems for testing and final
deployment.

This approach suffers from a number of problems because these report and metadata changes
are not version controlled and need to be manually distributed as scripts and executed on each
instance to be deployed. Version control is important since it enables easier code management
and makes it much easier to rollback changes to a last known stable version when needed. The
manual element when deploying mean that the partners are required to have their own technical
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staff available to process and test these queries before deploying these changes to each facility,
since they need to manually execute these SQL scripts on each database. This approach is
also error prone.

The eSaude Metadata and Reporting modules were implemented to provide a uniform method
of distributing changes to the partners, which is good. All the reports and metadata for POC
have been combined into these two modules.  By using OpenMRS modules,  the report  and
metadata  changes  are  version  controlled  and  deployable  as  a  single  unit,  which  a  big
improvement over manually distributing SQL scripts.

The  eSaude  Metadata  module  is  based  on  the  OpenMRS  Metadata  sharing (MDS)  and
Metadata  deploy (MDD)  community  modules,  which  uses  a  combination  of  Liquibase
changesets, consisting of SQL scripts, Metadata sharing packages, and metadata hard coded
into  Java  objects  for  installing  POC  metadata.  The  MDS  and  MDD  modules  provide  a
mechanism  for  sharing  packaged  change  sets  containing  metadata  which  can  exchanged
between different OpenMRS instances. 

The difference between the MDS and MDD modules is that MDS relies on bundled metadata
packages  which  are  installed  by  the  activator  method  on  start  up;  and  the  MDD  module
depends on coding the metadata as Java objects. The eSaude metadata module uses both of
these approaches for different sets of metadata. For example, user roles and privileges are hard
coded into Java objects and installed with Metadata Deploy, while the user account is bundled
into a metadata package. 

MDD was introduced  as an improvement  to  MDS which,  according to the OpenMRS Wiki,
suffers from a number of major weaknesses4:

1. The metadata is not readable or editable in the code. The packages typically have to be
edited on an external server, exported and embedded into the code.

2. Package installation is slow so it's usually not appropriate to use the same packages in
unit tests.

3. The  metadata  may  be  subsequently  modified  or  removed  by  users  breaking
expectations in the code.

These points are significant because of the original purpose of building the eSaude Metadata
module, namely to improve the management of the metadata for POC and be able to track
versions when changes are introduced each quarter. There is also the importance of making the
project testable and performant since this module is meant to be used by all the partners - which
all  point  to moving away from MDS and adopting a single approach for  installing  metadata
based on MDD.

While it is common in the OpenMRS community to mix MDS and MDD in the same module, in
general  it  is  not  good  practice  since  only  one  approach  should  be  used.  To use  different
methods for  the same type of  operation in  a project  should be avoided if  possible  since it
produces inconsistencies in the code. In general, this sometimes happened because of a legacy

4  Reference OpenMRS wiki on Metadata Sharing 
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reason that MDS came first and nobody migrated everything to MDD or because MDS allows
you  to  make  manual  substitutions  and  mappings  at  import  time,  whereas  MDD overwrites
records by UUID. But this does not seem worth it in light of the benefits of using MDD.

Reports
The eSaude Reports module leverages the OpenMRS reporting framework by injecting reports
as  Java objects  into  the OpenMRS core.  The benefits  of  this  approach is  for  easier  code
management of the report definitions, version control and for preventing users from being able
to edit  the report definitions without modifying the reporting module. Currently the Reporting
module only supports v1.11.5 of OpenMRS.

This is a good approach since it provides a mechanism to track changes and protect the reports
from being modified by partners, ensuring that these reports remain standardized across all
partners.  However,  by  only  supporting  one  version  of  OpenMRS,  this  makes  the  module
incompatible  with  many  of  the  versions  supported  and  maintained  by  the  partners.  Which
means that the UCSF team still had to rely on distributing SQL scripts with report changes each
quarter.

eSaude Docker Platform
Here  is  a  brief  discussion  on  the  docker  platform built  for  EPTS and  POC.  Docker  is  an
emerging development standard which has been growing in popularity because of how it can
improve developer productivity and increase deployment velocity. And docker can be used in
production, but there are a few complex issues which are important to consider5. 

The eSaude docker  platform was built to provide a packaged solution for EPTS and POC to
provide a mechanism to improve rolling out updates and to easily setup new environments for
developers and partners. From initial discussions it appears that the EPTS docker platform has
suffered from poor adoption due to a number of concerns by partners, primarily because the
complexity of working with docker has proved to be a barrier for partners wanting to access and
manage their databases. 

The eSaude platform is split into these three containers:

1. Apache: Hosts the POC AngularJS application
2. Tomcat:  Hosts OpenMRS and contains the list of community and custom modules.
3. MySQL: Linked to a docker volume which contains the database for OpenMRS.

Installer scripts were written to automate the process of installing the docker and the containers
which form the eSaude Platform. Which is useful for partners who are not familiar with docker
and need something to automate the setup and installation  process.  The problem with this
approach is that the partner’s technicians still need to be able to access their data which is now
in a docker container, which require understanding how to use the docker tools to access the
containers.

Some general comments about the docker platform:

5  Refer to the appendix for further discussion on using docker in production.
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1. Docker is an emerging industry standard, it  can be used to provide a consistent and
uniform  environment  for  POC and  EPTS  which  will  make  supporting  both  systems
across all the partners, and eventually across Mozambique, much easier. 

2. POC and EPTS make good use of separate containers for each individual application.
This conforms to standard best practice.

3. There can be a performance hit when running the database in a docker container which
is important to consider for large health facilities or provincial data centers.

4. Databases are designed to use all the resources available which can be a problem in
docker  since  all  containers  share  the  same  resources  (RAM,  CPU,  etc.).  This  is
important to consider for larger databases with many transactions such as provincial
data centers.

5. Common operations require docker skills,  such as being able to access patient data,
manage backups and diagnosing bugs. 

Adoption of docker is good since it is an emerging industry standard and can provide value to
POC and EPTS by providing a consistent and uniform environment for every installation. This
will  make  it  much  easier  to  support  implementations  and  roll  out  updates  across  facilities
supported by all the clinical partners. However, docker is aimed at very technical staff with the
skills to use it. It is evident that the partners should have been more involved in determining the
design of the solution to better suit their needs and requirements which means that POC should
either have not forced the use of docker onto partners or provided better training on how to use
it.

Compatibility with OpenMRS v2.x
The latest release of the custom OpenMRS modules are currently compatible with OpenMRS
version  1.11.5.  The  latest  stable  release  of  the  OpenMRS platform is  version  2.1.3  which
includes a number of breaking changes resulting in these modules failing to load. Tests were
conducted on version 2.0.6 and 2.1.3 of the OpenMRS platform to confirm results and only the
latest stable releases of the following modules were considered with reference to ongoing work
leading to the next release of these modules.

The community modules have recent releases which include changes required to make the
modules compatible with version 2.x of OpenMRS, with the exception of the FormFilter module.
There is a task outstanding for finalizing this release which will include the changes required to
ensure  compatibility  with  v2.x.  Meanwhile  we  have  continued  testing  by  using  the  latest
SNAPSHOT6.

Module Version Status Notes

FormFilter 1.3-SNAPSHOT Compatible with OMRS 2.x Pending release

The UCSF team have started working on upgrading the custom eSaude OpenMRS modules but
have not yet completed all the modules. See the table below for a short description of the status

6  In a Maven Java project a SNAPSHOT is usually the latest version of the code pending 
release
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of  each module with  regard to compatibility  with OpenMRS 2.x.  Discussions  with  the team
indicate that the latest, unreleased version of these modules are now compatible, however they
are still being tested before a final release.

Module Latest Version Status Notes

POC 1.2.3 Compatible

Metadata 1.6.7 Incompatible Pending release (1.6.8-SNAPSHOT)

Reporting 1.0.0 Incompatible Pending release (Branch: 2.x)

Reporting MDS 1.0 Incompatible Crashes OpenMRS

Gaac 1.0 Incompatible Pending release (Branch: 2.x)

Inventory 1.0.2 Compatible

Pharmacy 1.1.3 Compatible Depends on eSaude Metadata module

patientflag_rest 1.0.0 Incompatible Pending release. Should be using Patientflags 
community module

Conclusion
In summary, there is risk with continuing with POC software because of long term sustainability,
technical  support,  feature development  and predictability  of  the code base.  Significant  work
needs to be invested to align  the application  to actual  requirements,  once they have been
defined and agreed to by all stakeholders in addition to hardening the code base by improving
the overall architecture, code quality and usability. Which is critical to ensure that the code base
is stable, predictable and maintainable moving forward.

It is difficult to go in detail on the level of effort required to resolve some of these issues without
an in depth analysis and investigation of each issue and the solution for that issue. So instead
the issues were grouped by the estimated level of effort required to resolve them.

Here is a list of areas discussed in this report:

Suitable as is Needs some work Needs significant work

OpenMRS Reporting module Code Quality Architectural Design

Dependencies Performance

Compatibility with OpenMRS 2.x Tests

Documentation(Technical docs) Auditing

Docker platform Documentation(Requirements)
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https://github.com/openmrs/openmrs-module-reportingmds
https://github.com/esaude/esaude-reports
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Usability

Security

OpenMRS Metadata module

Unfortunately, there more negative comments to talk about than positive, but it is worth noting
that the decision to use OpenMRS modules to distribute Metadata and report definitions was a
good call since that follows the accepted community best practice which allows the changes to
be version controlled and reliably deployable to clinical partners. 

The docker platform is a controversial topic since there has been poor adoption amongst the
partners but it should be noted that in terms of layout and standards, the platform conforms to
industry best practices, which is good. But there is evidence that the majority of partners are not
in favor of the platform because it adds unnecessary levels of complexity that hinders rather
than assists partners, which means that it is not well suited to the needs of the clinical partners.
So while this has negative implications to the POC project and urgently needs to be improved,
technically speaking the work done here was good.

The list of areas which require minor changes to improve such as code quality, the state of the
dependencies and technical documentation are low risk since the changes are not complex, and
are well understood. Most of these areas can be improved as the project progresses, but when
considering these improvements in light of the areas which need significant improvement, there
is some overlap and dependency on each other. 

What remains are the areas which require significant work since solving those issues will have
the most impact on the project. The issues identified with architecture, performance, security,
testing and usability are serious because they will require significant time and effort to improve
such that POC reaches a sufficient level of predictability and reliability.  The effort to resolve
these issues introduces a high level of unpredictability since the team will need to investigate
the source of the issues before designing and implementing a solution. This is very risky for the
project since the effort is not always well understood in detail beforehand. 

Another major concern is long term sustainability of the project. Since POC has deviated from
the Bahmni community and has redeveloped a number of modules which was already provided
by Bahmni, the responsibility of maintaining and extending the POC system is limited by the
duration of this project instead of leveraging work done by a larger open source community.

And finally the state of the requirements documentation is the largest red flag since they are not
well  defined  nor  have  they  been  officially  approved  by  the  Ministry  of  Health,  which
compromises the project. It is very likely that POC does not provide all the features required
which will  result in months of effort required to implement the missing features in addition to
hardening the code base as described above. 
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Appendix
Here are a few extra resource and explanations relevant to discussions in this report.

Law on Individual Bases systems for Mozambique (SESP)
An excerpt (Google Translated) from the Mozambican Law for Individual Based Information 
systems (SESP):

About data security
The safety standards cover the following areas: Physical and Environmental Safety, Data 
Access Security, Network Security, Computer Virus and Spyware Control. Energy and 
Electricity, Data Transmission, and Audit, described below.

About data transmission
44. For sending non-electronic data

 When a patient is transferred to another Sanitary Unit, they should be 
accompanied by their medical history.

45. For sending electronic data for the transmission of confidential data, they must be 
encrypted, and destination and source.

 When there is access to the internet and direct communication between systems,
one must use Web services, Data Integration Tools or Messaging Applications.

 When there is internet access and there is no direct communication between 
systems, one should make use of the portal of the Ministry of Health for the 
transmission of archives. Files must be made available and accessed by 
password.

 When you do not have access to the internet, you must use mobile data storage 
devices (flash, CD, hard drives).

 The transmission of confidential data by electronic mail is not permitted.
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About Audit
46. Individual-based electronic systems should maintain the audit history of changes (audit 

trail) made of all system events, containing date and time of each event, user ID and / or 
name person associated with the transaction, type of event (inclusion, change, deletion, 
query) and result (success or failure).

47. The system shall issue alert reports when:
 Multiple logon failed attempts have been made
 There is access to the system during off-hours or unusual computers
 There was a 10% increase in the average volume of transactions
 There are configuration updates or system failures

48. The audit records shall be reviewed monthly by the person responsible for the 
subsystem and the maintenance.
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Docker in Production

Docker is a virtualization platform which helps separating a project from the infrastructure and
dependencies it needs to function. Developers can use it to setup consistent environments with
all the required dependencies already installed and configured, which can significantly improve
developer  productivity.  Docker  is  primarily  targeted  at  common  development  and  devops
activities (e.g. continuous integration and deployment). Docker can also significantly improve
the efficiency of IT operations and increase deployment velocity, and is considered an emerging
industry standard. 

While docker is often used in a production environment,  there are a few complex issues to
consider.  Some of  these topics such as networking are complex and cannot  be completely
covered here.  Also Docker is  still  a  relatively  new technology,  it  is  constantly  evolving and
improving. So it  is recommended to do further research on these topics and identify what is
relevant to your specific project.

1. Storage: A container image is usually separate from the container’s storage. When a
container is moved from one node to another for whatever reason, the storage needs to
follow. Users need to be aware of this, not to lose their data when performing server
maintenance such as upgrading or moving to new servers. There are performance and
security concerns when running a production database in  a container,  so be careful
when adopting this approach.

2. Networking: By default, docker containers are isolated. Special attention is needed to
configure security groups and routing rules to ensure docker containers remain secure
and reliable. Remember to segregate containers as much as possible to protect against
possible  container  breakout.  To  be  safe  even  consider  disabling  all  inter-container
communication (ICC) rules and whitelist communications explicitly.

3. Security:  Docker  security  starts  with  the host.  Docker  has  made significant  security
improvements  recently.  However,  there  are  still  issues  to  keep  in  mind  relating  to
docker’s privilege level, vulnerability management, image management etc. Containers
should be treated the same as if the individual applications hosted in each container,
were directly installed and running on the server.

4. Performance:  By default,  docker does not limit  the resources and container can use.
Docker  provides  a  way to  limit  what  resources a  container  can  use.  This  becomes
important when you have multiple containers running on the same server.

5. Monitoring:  It  is  amazing  how  quickly  docker  containers  can  be  installed  and  be
operational. But there can be a concern about real-time monitoring since it is not always
obvious  how  to  view  the  application  and  network  behavior  across  containers.
Applications running in containers need to have proper logging and error handling to
indicate to server admins when the application is functioning properly or not.

6. Troubleshooting/diagnostics: Similar to the monitoring point. Troubleshooting a process
that is only up for 5 seconds because an exception keeps shutting the container down
can be a challenging task. An in depth understanding of docker and the nature of the
app hosted in the container is often required to diagnose the problem.
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For a more details discussion of some of these points there are many articles out there and 
there is of course the excellent official Docker documentation; but to get started take a look at 
this article by OReilly and this article by Infoworld.
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